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Abstract. Network providers aim to offer a high level of service quality
in order to satify their customers’ requirements. One of the key factors
to fulfil this requirement is a careful network design providing enough
available transmission capacity. As data traffic tends to increase continuously, network operators regularly face the necessity to upgrade their
network to match the growing demands. In this paper, we evaluate and
compare different strategies for deciding how many and which links to
upgrade. Calculations for example networks demonstrate the efficiency
of the strategies in utilizing the newly added capacity. Since optimization
of the network’s routing further helps to increase resilience and allows a
more efficient use of the available resources, we include this approach in
our evaluations. Additionally, the possibility to include anticipated failure scenarios during routing optimization is also compared to the other
strategies. It is shown that the straightforward approach to upgrade the
most utilized link is not necessarily the best choice. Instead, an optimized
upgrade planning including routing optimzation can deliver a higher resilience at lower cost.

1

Introduction

In times of increasing customer demands, declining profit margins, and growing
pressure of competition, network providers face new challenges. Quality of service
(QoS) guarantees, a very efficient network operation, and a high level of resilience
are among the key requirements for modern packet-switched networks. Providing
QoS requires sufficient available transmission capacity, since overloaded links and
congested queues adversely affect QoS.
Even if a provider has dimensioned and configured a network appropriately,
they still need to continuously monitor network utilization. Since Internet traffic increases steadily [1, 2], upgrades to the network’s capacity are likely to be
necessary at some time. Determining the point in time when new transmission
capacity is required is not in the focus of this paper. Tools for link utilization
monitoring and traffic matrix estimation [3–7] are available for this purpose.
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A network operator finally faced with the necessity of increasing network
bandwidth to match newly offered traffic must decide how many and which
links to upgrade. While the straightforward approach would be to upgrade the
most utilized link, other solutions might be more efficient. For example, adding a
completely new interconnection could also relieve traffic hot-spots on congested
links with the additional benefit of increased resilience against link failures. Depending on the network’s size and complexity, choosing the best upgrade strategy
can quickly become a difficult challenge. Questions like these do not only arise
during incremental network upgrades, but also in the planning phase for new
networks.
To use available network resources most efficiently, attention should also be
paid towards an appropriate routing configuration. For example, the resilience
of a network is enhanced if traffic flows do not aggregate on just a few links
while leaving other connections under-utilized without reason. Therefore a lot
of research has been done to optimize network routing for a given topology and
traffic matrix [8–19].
Usually these approaches modify link metrics3 (which are used by the routing
protocol to determine the shortest paths) in such a way that the maximum link
utilization is minimized. While alternatives for this sort of traffic engineering
exist (like, e.g., via MPLS paths), this paper focuses on the described adaptation
of link metrics.
It is even possible to anticipate possible link failures in the routing optimization [20–23]. In this case, link metrics are generated that help to prepare the
network routing for a good performance, even under the given failure scenarios.
In Sec. 2 we introduce the traffic model, reference networks, and some basic
assumptions used in our evaluations. The problem of incremental network planning is elaborated in Sec. 3. The perspective of routing optimization for traffic
management is brought in by Sec. 4, showing that well-chosen routing parameters can drastically increase a network’s utilization and its resilience to failures.
Finally, in Sec. 5 different strategies for upgrading routing-optimized networks
are presented and their performance results are compared.

2

Traffic Model and Reference Networks

Our evaluations are based on the three different reference networks A, B and C
shown in Fig. 1. Network A is the COST 239 reference network [24] with 11 nodes
and 26 bidirectional links. Its traffic matrix is taken from [24] and all link capacities are initially set to 100 Gbit/s. Network B is the KING [25] reference
network with 20 nodes and 53 bidirectional links. Network C is a 26 nodes and
54 bidirectional links world-wide network taken from [26]. The traffic matrices
for networks B and C are both constructed such that the traffic from a node Na
to a node Nb is proportional to the product of the populations of the regions
around nodes Na and Nb . In addition, the traffic matrices are initially scaled by
3

Also known as link costs, interface costs, or link weights.
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an arbitrary factor such that hop-count based routing in a failure-free network
does not overload any link. The corresponding population sizes for Network B
are given in Tab. 1. Population sizes for Network C can be found in [26].
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Fig. 1. Reference Network Topologies. Top left: Network A (COST 239), top right:
Network B (KING Labnet), bottom: Network C (Worldnet)

Table 1. Population sizes used for calculating the traffic matrix of Network B. For
reasons of compatibility with the test network in our network laboratory, only 10 of
the 20 nodes actually are traffic sources or sinks. The other 10 nodes are transit nodes
only.
Node
Boston
Chicago
Dallas
Houston
Los Angeles

Population in 1000
3407
8273
3519
4177
9519

Node
Miami
New York City
San Francisco
Seattle
Washington

Population in 1000
2253
9314
1731
2414
4923

For reasons of simplicity, in this study we assume
– homogeneous growth, i.e., the whole traffic matrix is scaled with the same
factor as traffic grows and
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– constant traffic flows, i.e., the difference in multiplexing gain for variable rate
traffic on links with different capacities is neglected.
When traffic grows proportionally on all border-to-border relations, the task
of finding the right network upgrade strategy that brings link loads down to an
acceptable level again is equivalent to the task of reducing the maximum link
load in the original network with unscaled traffic matrix. This is why we compare
all strategies on the basis of their effect on the maximum link loads in a given
network with a given traffic matrix.
Some of our investigations include failure cases, which is an important aspect
of traffic management – there is little use in optimizing link capacities and guaranteeing QoS for an ideal network when in reality links fail occasionally. The
common approach for failure investigations is to take the worst case single link
failure into account [20, 22]. This means that over all possible single link failure
cases and the corresponding re-routing, the maximum link load observed on any
link is recorded as the “maximum link load for single failures”.
In the following experiments, link utilizations were evaluated as if links could
virtually carry more than 100 % of their nominal capacity. In a real network
situation, this would translate into packet loss. In the network upgrade context
of this paper, virtual utilizations of more than 100 % are seen as a reason for
further upgrades, which is why it is not useful here to limit traffic at 100 % link
utilization in the evaluations.

3

Incremental Network Planning

Increasing a network’s capacity is usually done by increasing the capacity of
one or more links by at least a factor of two. This comes from the fact that
router line cards and link bandwidths are not available at arbitrary transmission speeds. Therefore, hardware upgrades usually at least double the available
bandwidth [23]. Thus, we assume the step of doubling a link’s capacity as the
basic unit of network capacity upgrading.
In the initial network configuration, all interface cost metrics are set to the
same value of 2. This means, fowarding traffic via any possible outgoing link is
considered to be equally expensive. Since there is no cost difference between all
links, the final output of the routing protocol produces what is known as “hopcount based” routing (a short introduction to the concept of interface costs is
given at the beginning of chapter 4).
The first experiment is to upgrade the nu most utilized links of a network
and to check what value of nu is required to significantly reduce the maximum
link load in a network. As a basis for this procedure, Fig. 2 shows the link loads
observed in networks A, B and C versus the link rank, i.e., the link’s position in
a sorted table of most loaded links for the 20 most loaded links in each network.
Each link is only indicated once with the maximum of the loads observed in
each of the two directions. In order to make link loads predictable, the equal-cost
multi-path (ECMP) option [27] of the routing algorithm is assumed to be turned
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Fig. 2. Link utilizations (sorted) of the 20 most loaded links in Networks A, B and C
with hop-count routing (all interface cost are equal). Left: Network A, Middle: Network B, Right: Network C.

on. Using ECMP ensures that in case of equal-cost paths, traffic is distributed
equally among the two. It is out of the scope of this paper to discuss the precise
details of the hash tables required to make this work in a real network without
destroying the packet sequence within a connection. However, it is important
to note that turning on ECMP is an important prerequisite for any kind of
traffic engineering or traffic management to allow external tools to predict link
utilizations. Otherwise, all equal-cost paths and the corresponding ambiguous
routing decisions would lead to an ambiguity in load prediction.
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Fig. 3. Maximum link load in Networks A, B and C after upgrade of the nu most loaded
links to twice their original capacity. nu = 0: no link upgraded (original maximum link
load). Note that the data points have only been interconnected by lines to improve
readability of the graph. Left: link metrics unchanged after upgrade, right: link metric
of upgraded links divided by two.

In Fig. 3, the result of upgrading the nu most loaded links in a network is
visualized. The experiment was carried out as follows:
– Identify the nu most loaded links in the original network. The load of a
bi-directional link is defined as the maximum load of the two directions.
– Double the capacity of these links for both directions.
– For the right part of Fig. 3, set the link metric of the upgraded links to half
the original value. This is done in the attempt to shift more traffic to the
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upgraded link whose capacity was increased. By decreasing its (cost) metric,
it appears cheaper to the routing protocol to direct traffic via this link, hence
it attracts more traffic.
In the left part of Fig. 3, the link metrics are not changed after the upgrades,
i.e. they remain homogeneous within the whole network (equal cost for all
links).
– Re-compute link loads in the network and plot the maximum link load found
versus the corresponding value of nu .
The left part of Fig. 3 shows the expected result: maximum link loads after
an upgrade generally follow the load distribution shown in Fig. 2 (displaying
some similarities). However, a load reduction below half the original maximum
link load is not possible by just doubling single link capacities – the previously
most loaded link will limit the effect of this procedure to reducing the maximum
link load to half the original maximum link load.
The right part of Fig. 3 reveals that just intuitively changing link metrics
inversely proportional to the link capacity (as suggested as default convention
in [29]) and [28] does not have the expected effect. Compared to the left part of
the figure (capacity upgrade without change of link metrics), the result is much
worse. In a number of cases, the maximum link load after an upgrade is higher
than before. Due to the reduced metrics more load is attracted by the upgraded
links. This traffic shift can lead to increased load on neighbor links that have to
carry traffic previously carried elsewhere in the network. The heuristic of using
link metrics inversely proportional to the link capacity leads to a significant
waste of upgrade capital in all three networks.
Conclusion: The simple heuristic of combining link capacity upgrades with a reduction of link metrics is much less effective than
upgrading capacities without changing metrics.
A straightforward alternative to the above approach is investigated in Fig. 4.
Instead of determining the nu most loaded links and then upgrading them all,
the links are upgraded one by one. After upgrading one link and reducing its
metric, link loads are determined according to the new routing and the link
carrying the highest relative load is selected to be upgraded in the next step. As
shown in Fig. 4, this heuristic reaches approximately the same performance as
the simple and straightforward method of not changing the link metrics at all.
Instead of upgrading nu links according to their utilization before the upgrade
as in Fig. 4, the graph in Fig. 5 shows the result of upgrading a single link in the
network and dividing its metric by two (as described above). Whereas some of
the links lead to a higher maximum load when upgraded, there are others – not
necessarily the ones that previously carried the highest utilization – that allow
for a significant reduction of the maximum link load in the network. Comparing
the results with Fig. 3 and Fig. 4, it can be seen that by carefully selecting the
link to be upgraded according to the effect expected from the upgrade rather
than to its utilization before the upgrade, in some cases the effect of the upgrade
can be improved.
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Fig. 4. Maximum link load in Networks A, B and C after upgrade of the nu most loaded
links to twice their original capacity. nu = 0: no link upgraded (original maximum link
load). Note that the data points have only been interconnected by lines to improve
readability of the graph. Link metric of upgraded links is divided by two and links to
be upgraded are selected sequentially.
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Fig. 5. Maximum link load in Networks A, B and C after upgrade of one link only to
twice its original capacity. The maximum link load is plotted versus the rank r of the
upgraded link in the original load distribution (Fig. 2). The metric of the upgraded link
is divided by two. For reference, the leftmost value (rank 0) indicates the maximum
link load before upgrading. For utilizations > 1.0 see the comment at the end of Sec. 2.

4

Routing Optimization

Link loads in a network can be significantly reduced by diverting traffic from
highly utilized links to lightly utilized links. Apart from explicit methods like
MPLS “Traffic Engineering”, an optimized load distribution can also be achieved
by adjusting interface cost metrics, an integer parameter that is assigned to each
unidirectional link in the network4 . The sum of interface cost metrics determines
the “cost” of a route – equivalent to the “length” of a path in “shortest path”
routing – between two nodes, and thus influences the path selected for traffic
between these nodes.
4

Assigning the cost metric to an unidirectional link or to the interface that transmits
traffic via the respective link, does not make a difference. Hence, the term “interface
cost” or “link cost” denote the same value in the context of this paper.
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The optimization tool used in this paper is based on a genetic algorithm
improved by a special “directed mutation” operator [22]. The objective function
measuring the quality of an individual solution (a set of cost metrics for all
unidirectional links) to be optimized was different for the two application cases:
– normal operation: the objective function to be minimized is equal to the
maximum of all link utilizations in the network for the given traffic matrix
and metric set.
– optimization for single link failures: the objective function is equal to the
maximum of all link utilizations observed in the network for the given traffic
matrix and metric set under all possible single link failure conditions. This
means that for each generation and each metric set in the population to be
evaluated, all link failures, the corresponding re-routing and the corresponding load distribution have to be evaluated.
The optimization was carried out with 10000 generations per run.
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Fig. 6. Maximum link loads for normal operation and for worst single link failure with
hop-count routing, optimized metrics and metrics optimized for single failure cases.
Left: Network A, middle: Network B, right: Network C. For utilizations > 1.0 see the
comment at the end of Sec. 2.

The optimization results are summarized in Fig. 6: In all three networks, the
reduction of maximum link loads by routing optimization is in the order of 30–
50 %. As can be expected, including link failures in the optimization has a slightly
adverse effect on the maximum link utilization during failure-free operation, but
yields the benefit of a significant reduction of link loads in the worst failure cases.

5
5.1

Optimized Incremental Network Planning
Extending an optimized network

For extending a network with optimized routing, the same two basic strategies
as discussed in Sec. 3 are available: (a) increase the capacity of the nu most
utilized links or (b) increase the capacity of a link and divide its metric by two.
As already discussed along with Fig. 3, the effect of simply upgrading the nu
most loaded links is limited by the utilization of the link ranked nu +1. As routing
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optimization leads to a much more equalized utilization of links than simple hopcount based routing, many links bear approximately the same utilization close to
the maximum. E.g., in Network A, the ten most utilized links in the network with
optimized routing have utilizations above 90% of the maximum link utilization
– correspondingly 10 links would have to be upgraded to reduce the maximum
utilization by 10%. In contrast, with hop-count based routing, the second most
loaded link in Network A has less than 72% of the utilization that the most
loaded link has (see Fig. 3) – allowing a single capacity upgrade to reduce the
maximum link utilization in the network by 28%.
Fig. 7 reports results gained with a heuristic similar to the one in Fig. 5: For
each single link, the option of doubling its capacity while dividing its metrics
by a factor of two is tried out and the resulting maximum link utilization is
reported in the graph.
The results in Fig. 7 show that this strategy bears a high risk of overloading
other parts of the network. None of the link upgrades results in lowering
the maximum link load in the network – the best result achieved is to have
the same maximum link load as before the upgrade. In Fig. 7 this can be seen
as for all of the load curves L(k) there is Lup (k) ≥ L(0) for all k > 0 in all of
the networks and both optimization cases.
5.2

Optimized Network Extension

The authors suggest the following, novel approach for upgrading a network with
optimized routing. For the given network, “what-if” metric optimizations with
different link upgrade options should be run. These “what-if” simulations evaluate the theoretical network condition, after a simulated upgrade of each link in
question. The best results of these test scenarios should be selected as candidates
for upgrades, as shown in Fig. 8.
In this way, the best link to upgrade is identified, which is not necessarily
the link that had the highest utilization before the upgrade.
Fig. 8 shows that both in the case of optimization for the failure-free network
and optimization for single failures, upgrading a single link and re-optimizing
metrics reduces the maximum link load in most cases. If the link to be upgraded
is selected according to the effect achievable after metric re-optimization, very
good results can be achieved. The best result is not necessarily achieved by
upgrading the link that carried most load before the upgrade.
To upgrade a network running with optimized routing metrics, reoptimization of metrics is required together with the upgrade. Selecting the link to be upgraded according to the load reduction achievable
after re-optimization yields best results.

6

Summary and Conclusions

The different strategies shown in Figs. 3, 5, 7 and 8 are summarized in Tab. 2.
In this table, the last row of each column indicates the figure that displays the
experiment results of the given strategy, so its definition can be found.
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Fig. 7. Link loads in Network A (top) to C (bottom) after upgrading link k versus
original load rank k of upgraded link without metric re-optimization. Heuristic: metric
of upgraded link divided by two. Left: without link failures, right: originally optimized
for link failures and load under worst case single link failure. The leftmost value (link
rank 0) indicates the corresponding maximum link load before the upgrade. For utilizations > 1.0 see the comment at the end of Sec. 2.

Fig. 9 gives a summary of relative reductions of maximum link loads achievable with the different strategies. Strategies S2, S4 and S5 do not lead to a
significant reduction of link loads despite the investment into more capacity in
the network. While in Strategy S3 the heuristic of simply dividing the link metrics by two for the upgraded link works fairly well, the same strategy completely
fails if applied to a network with optimized metrics (S4, S5).
For networks without optimized routing metrics, the best strategies are S1
and S3. For networks with optimized routing metrics, the upgrade must be combined with metric re-optimization to benefit from increased link capacity. Note
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Fig. 8. Link loads after upgrading versus original load rank of upgraded link including
metric re-optimization. Left: without link failures, right: optimization for link failures
and load under worst case single link failure. The leftmost value (link rank 0) indicates
the corresponding maximum link load before the upgrade.
Table 2. Summary of upgrade strategies.
Strategy
S1 S2
Basic routing scenario
homogeneous metrics (hop-count)
x
x
metrics optimized for normal operation
metrics optimized for single link failures
Choice of link to upgrade
most loaded
x
x
most effect after upgrade
most effect after upgrade and metric re-optimization
metric change after upgrade
none
x
metric of upgraded link divided by 2
x
re-optimize
see Fig.
3(L) 3(R)

S3 S4

S5

S6

S7

x
x

x
x

x

x

x

x
x

x

x

x

x

x
x
5 7(L) 7(R) 8(L) 8(R)

that with optimized routing, the load reduction is relative to the values reported
in Fig. 6 which are already significantly lower than for non-optimized routing.
Summary of findings for networks without optimized routing metrics:
– Upgrading one link without changing metrics is about as effective as the
divide-by-two heuristic.
– A simple strategy of dividing metrics by two for upgraded links can be
counter-productive.
– The metric reduction heuristic should be combined with searching for the
right link to upgrade, but even then it is not better than simply upgrading
the most loaded link without changing metrics.
Summary of findings for networks with optimized routing metrics:
– Optimized routing can deliver resilience against single failures at a lower
maximum link utilization than hop-count based routing without resilience.

Maximum link load ratio
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Fig. 9. Summary of relative link load reductions achievable by doubling the capacity of
one link in Networks A, B and C. Results are ratio of maximum link load after upgrade
to maximum link load before upgrade in the respective routing scenario. Strategies are
explained in Tab. 2.

– Simply upgrading the most loaded link makes much less sense than in a
non-optimized network, because in an optimized network many links have
roughly the same load.
– Using the metric reduction heuristic is of no use at all.
– Combining link upgrade with metric re-optimization will almost certainly
help reducing link loads, no matter which link is upgraded.
– Deriving the choice which link to upgrade from optimization runs will give
best results.
In future work, the mechanisms discussed here should be combined with reallife constraints such as different cost for links of different length, or operators’
desire to take latencies into account in routing optimization. Other extensions or
constraints, such as dealing with fully occupied router frames that do not allow
upgrading certain links or links terminating at a certain router, are straightforward to include in the proposed upgrading strategies.
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